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Abstract—Recent research has demonstrated that hyperbolic
machine learning, which utilizes hyperbolic geometry to rep-
resent data and define arithmetic operations, can substantially
enhance the efficiency and accuracy of machine learning tasks on
hierarchical data. Unfortunately, the existing machine learning
accelerators cannot efficiently support hyperbolic operations,
which require memory-intensive data shuffling and reduction
operations, significantly degrading the utilization of arithmetic-
intensive hardware. In this work, we propose HyPIM, a novel
hardware-software co-design that exploits processing-in-memory
(PIM) for accelerating memory-intensive hyperbolic operations
in a heterogeneous system. Our experiments on real-world hy-
perbolic machine learning models show that HyPIM significantly
improves the performance of state-of-the-art GPUs by 3×.

Index Terms—hyperbolic machine learning, processing-in-
memory, machine learning acceleration, heterogeneous architec-
ture

I. INTRODUCTION

Many real-world datasets, from knowledge graphs and text
ontologies to biological taxonomies, possess inherent hierar-
chical structures [1]. Euclidean space expands linearly and
assumes uniform curvature, preventing it from faithfully cap-
turing the exponential growth of nodes or the varying distances
between different hierarchy levels, often resulting in severe
distortion when embedding tree-like structures [2]. Hyperbolic
space, on the other hand, has constant negative curvature
and exponentially expanding volume, enabling compact and
low-distortion representations of hierarchical data [3]. Recent
research has explored hyperbolic geometry as a new geomet-
ric foundation for machine learning and shown remarkable
performance in modeling knowledge graphs, natural language
hierarchies, and visual recognition tasks [4]–[6].

Despite these algorithmic advances, hyperbolic machine
learning introduces fundamentally different computational pat-
terns from conventional Euclidean machine learning. In partic-
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Fig. 1. Operation breakdown on Hypformer [6].

ular, most modern hyperbolic models adopt the Lorentz model,
which represents an n-dimensional hyperbolic manifold as
a hyperboloid embedded in (n + 1)-dimensional Minkowski
space. This formulation enables efficient computation of dis-
tances, inner products, and geodesics through Lorentzian
algebra, but its core operations involve iterative reductions,
normalization, and transcendental functions, all of which are
highly memory-intensive and inefficient to execute on GPUs.

Fig. 1 shows our simulated inference latency of the hy-
perbolic Transformer model [6] over several representative
datasets. The results show that over 80% of the total exe-
cution time is spent on hyperbolic operations rather than on
the matrix-multiplication kernels that dominate conventional
machine learning workloads. We observe that the cost is
not concentrated in a single primitive; instead, operations
such as exponential and logarithmic maps, Lorentzian distance
evaluations, and curvature-dependent normalizations collec-
tively account for a substantial fraction of end-to-end latency.
These operations exhibit low arithmetic intensity and frequent
reductions, resulting in poor utilization of GPU compute units



TABLE I
HYPERBOLIC OPERATORS IN THE LORENTZ MODEL. HERE, xt DENOTES

THE TIME COORDINATE, x DENOTES THE SPACE COORDINATE, v IS A
TANGENT VECTOR AT THE ORIGIN, AND k IS THE CURVATURE

Operation Lorentz Model
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that are heavily optimized for dense tensor arithmetic.
Prior studies have shown that even extensive kernel-level

optimizations on GPUs cannot fully overcome the I/O and
bandwidth bottlenecks of memory-intensive operators [7], [8].
To address these limitations, recent Processing-in-Memory
(PIM)–based systems execute memory-intensive primitives
directly near or inside DRAM, achieving substantial improve-
ments in throughput and energy efficiency while reducing de-
pendence on costly GPUs [9]. However, existing PIM accelera-
tors [7]–[19] cannot effectively accelerate hyperbolic machine
learning models due to the lack of hardware functionality and
software support for hyperbolic-specific data structures and
operations.

In this work, we first identify a fundamental com-
pute–memory imbalance in modern Lorentz-model hyperbolic
networks: Euclidean layers are compute-intensive and GPU-
friendly, whereas hyperbolic operators are memory-bound and
severely underutilize GPUs. Based on these observations, we
propose HyPIM, a heterogeneous GPU–PIM co-design that
processes compute-intensive linear layers on the GPU while
offloading memory-intensive hyperbolic primitives to HBM-
integrated PIM. We develop a PIM architecture based on
state-of-the-art high-bandwidth memory (HBM3). The pro-
posed PIM accelerator employs lightweight near-bank GEMV
engines with channel-level transcendental units to support
both reductions and transcendental operations efficiently. Fur-
thermore, we design an optimized hyperbolic-friendly data
layout and an in-flight wavefront scheduler that overlaps
GEMV streaming with transcendental execution for hyperbolic
operators to maximize internal bandwidth utilization of the
PIM architecture. We conduct a comprehensive evaluation of
state-of-the-art hyperbolic neural networks on vision and graph
datasets to validate the efficiency of HyPIM. Our experiments
show that HyPIM provides up to 80× speedup for hyperbolic
operators and more than 3× end-to-end speedup over an A100
GPU baseline.

II. BACKGROUND AND MOTIVATION

A. Hyperbolic Machine Learning Models

Hyperbolic geometry provides a natural embedding space
for hierarchical datasets due to its exponential expansion prop-
erty and negative curvature. Many real-world data structures,

Fig. 2. Framework of Hypformer [6].

such as taxonomies and knowledge graphs, can be represented
more compactly and with less distortion in hyperbolic space
than in Euclidean space. Recent studies employ the Lorentz
model, which transforms each point to (d + 1)-dimensional
Minkowski space, to implement hyperbolic neural networks
(NNs), including Lorentz-based CNNs [5], GNNs [20], and
Transformers [6]. These hyperbolic NNs follow a common
computational pattern: interleaving standard Euclidean lay-
ers with geometry-preserving transformations defined on the
Lorentz model, as shown in Fig. 2.

Within this hybrid computation framework, hyperbolic mod-
els rely on a small set of geometry-preserving operators
shown in Table I that enable stable transitions between Eu-
clidean layers and the Lorentz manifold. The exponential
map (expmap) and logarithmic map (logmap) provide the
fundamental mechanism for moving representations between
the manifold and its tangent space. Logmap converts Lorentz
points x ∈ RB×N×(d+1) into Euclidean tangent vectors
v ∈ RB×N×(d) used by linear or convolutional layers,
while expmap maps these vectors back onto the hyperboloid
by restoring the time coordinate with hyperbolic functions.
Midpoint operators aggregate multiple Lorentz points into
a single geometry-consistent representative by computing a
Minkowski-weighted average and renormalizing it onto the
manifold. Time-concatenation reconstructs the Lorentz time
component (i.e., the additional dimension in (d + 1)) after
Euclidean updates to the space coordinates, ensuring the
hyperbolic constraint is satisfied. Parallel transport moves
tangent vectors between different tangent spaces while pre-
serving their Lorentz norm and direction, enabling consistent



Fig. 3. (a) Overall HyPIM architecture. Red blocks indicate the bank-level
GU layout, while yellow blocks represent the bank-group-level GU layout.
(b) and (c) Details of the TU and GU.

vector updates across multiple layers.
These hyperbolic operators involve transcendental func-

tions, long vector reductions, and geometry-enforcing normal-
izations, resulting in very low arithmetic intensity. Because
each step performs only a small amount of computation per
byte of data loaded, the operators are inherently memory-
bound, preventing GPUs from fully leveraging their computa-
tional throughput. As shown in Fig. 1, these operators often
become the dominant performance bottleneck in hyperbolic
models and therefore motivate processing-in-memory acceler-
ation for hyperbolic machine learning.

B. DRAM-Based Processing-In-Memory

The increasing computational intensity of modern appli-
cations has shown a continuing imbalance between pro-
cessor throughput and memory bandwidth. Processing-in-
memory places computation near or inside DRAM to exploit
internal bandwidth and reduce data movement. We target
high-bandwidth-memory-based PIM, whose stack comprises
a buffer die and multiple memory dies organized into pseudo-
channels, bank groups, and banks connected through TSVs.
This hierarchy provides high aggregate bandwidth and exposes
bank-level parallelism for memory-bound operators [7], [11].

III. HYPIM DESIGN

As illustrated in Section II-A, the hybrid computational
structure of hyperbolic NNs motivates us to investigate an
efficient heterogeneous computing platform. Fig. 3 shows the
overall architecture of our proposed system, which combines
GPUs with HyPIM, an HBM3-based processing-in-memory
(PIM) accelerator for hyperbolic operations. The division of
labor is guided by arithmetic intensity and reuse: compute-
dense operators with high data reuse, such as GEMM, remain

on the GPU, while memory-bound hyperbolic operations, such
as linear contractions and reductions, execute inside HBM.
PIM–GPU communication uses an asynchronous DMA path
(e.g., NVLink/PCIe) with double-buffered handoff: while PIM
writes one buffer, a dedicated copy engine streams the previous
buffer to the GPU without stalling computation. Under multi-
batch execution, this design overlaps transfer latency with the
execution of adjacent batches.

A. HyPIM Hardware Units

HyPIM integrates hardware units for two memory-intensive
kernel families that appear repeatedly in hyperbolic machine
learning models: (1) GEMV operations that compute re-
ductions or dot products over high-dimensional hyperbolic
features; (2) transcendental functions to scale and normalize
space-like vectors and construct the correct time-like coordi-
nate.

1) GEMV Unit (GU): The first kernel family consists of el-
ementwise multiplications and reductions over long hyperbolic
feature vectors. To accelerate these operations near memory,
we instantiate a GEMV unit at each near-bank or bank-group
position, depending on the placement mode. Each GEMV
unit streams column data directly from the HBM array to
process element-wise multiplications and reductions. The unit
contains 16 FP16 multipliers and 16 FP16 adders, which are
provisioned to saturate the 256-bit internal data link of HBM.
Each lane of the unit receives one 16-bit datum from the
bank and another 16-bit operand from the GEMV buffer (GB).
The GB is a 16×256-bit buffer that holds input vectors and
partial sums locally, so repeated accesses remain inside the
unit without writing intermediate results back to and rereading
them from DRAM.

2) Transcendental Unit (TU): The second kernel family
consists of scalar transcendental primitives required to pre-
serve hyperbolic geometry. We introduce a narrow transcen-
dental unit shared by two adjacent channels so that hyperbolic-
specific stages can execute in situ near the data, rather than
shuttling data back to the GPU. The TU handles the fol-
lowing primitives: clamp and saturation guards; square root;
division; and exponentials. We move data from the GU to
the TU for these primitives and return the results to the
GU for subsequent GEMV computations. Microarchitecturally,
the TU consists of a lightweight collection of lane-narrow
transcendental operators together with a double-buffered Tran-
scendental Buffer (TB) that stages inputs and outputs close
to the execution units. At the front of the datapath, clamp-
and-compare operations are implemented as fused min/max
units to ensure numerical stability before an operand enters
any transcendental pipeline. The exp/sinh/cosh primitives use
standard range-reduction techniques (power-of-two exponent
peeling and mantissa normalization), followed by a compact
LUT-plus-polynomial evaluation path. Square root and divi-
sion rely on short Newton–Raphson iterations seeded from a
small LUT; for square root, the TU implements rsqrt followed
by a final multiply using an internal multiply–add unit.



Fig. 4. Optimized data layout for hyperbolic data and expmap processing flow.

B. Unit Placement

To understand how GU placement influences contraction
throughput and the interaction with the TU, we examine two
alternative integration strategies for the GU within the HBM
stack.
Bank-level placement integrates GU near the column decoder
so that computation is physically closest to DRAM. Each bank
streams its own column data and performs local reduction,
exposing the highest degree of parallelism and maintaining
bandwidth for linear contractions. The downside is the repli-
cation of many small engines: the total area and static power
increase, and because each GU draws from a single bank,
ACT/PRE latency cannot be hidden by overlapping accesses
across banks within the same engine. With the TU fixed at the
channel, many bank-level producers also contend for shared
TU/TB bandwidth and issue slots; back-pressure at the TU tail
prevents the GUs from achieving ideal throughput.
Bank-group (BG)-level placement integrates a GU next to
the GBUS controller and pairs it with a local BG buffer. For
contractions that naturally span multiple banks, this reduces
cross-bank traffic at large tile sizes and alleviates broadcast
pressure. However, the reduced number of GUs placed per
physical channel (pCH) inherently limits the available compute
parallelism, which in turn constrains the peak throughput
relative to the bank-level design.

C. HyPIM Data Layout and Processing Flow

Hyperbolic operators introduced in Section II-A exhibit a
split computational structure: vector-heavy space computations
that require contiguous streaming, and scalar Lorentz-metric
expressions that need fast access to a single time value. A
naı̈ve layout that mixes space and time coordinates disrupts
vector locality and slows down scalar stages, reducing PIM
efficiency.

This motivates our proposed data layout, which decouples
space-vector streaming from scalar time access and balances
work across banks, as shown in Fig. 4. All nodes are first
evenly distributed across all banks (i.e., n nodes per bank),
ensuring balanced bandwidth utilization and uniform PIM
working sets. Within a bank, the d-dimensional space vector of
each node is mapped onto consecutive columns: given a fixed
32-byte-per-column granularity, we compute the number of
columns and rows required for each node’s space vector based
on the bank’s column capacity. The time coordinates of all
nodes—used only in scalar Lorentz-metric expressions—are

stored in one compact, contiguous address region that is
independent of the space-vector layout.

For vector-heavy space computation with extremely low
arithmetic intensity, all operators apply reductions (norms
or inner products) and element-wise transformations over the
d-dimensional space vector of each node. These operations
stream naturally over the column-space layout in each bank to
the bank-level or bank-group-level GUs, benefiting from PIM’s
high in situ bandwidth. For scalar, time-dependent control
flow decoupled from vector execution, each operator uses
the time coordinate only in a small number of scalar Lorentz-
metric expressions (e.g., arcosh distance, curvature scaling,
and hyperbolic constraint reconstruction). Our layout isolates
time values into compact, bank-local scalar arrays, enabling
fast TU access via the channel I/O bus without interfering with
GU vector streaming. Fig. 4 shows an example of processing
expmap with the proposed data layout.

D. HyPIM Scheduling

Sequential execution of hyperbolic operators interleaves
GU operations (e.g., inner products and reductions), data
movement, and long-latency transcendental primitives (DIV,
SQRT, and EXP), which can reduce hardware utilization.
We propose an in-flight scheduling strategy to transfer tasks
between the TU and GU, and an in-bank-group scheduling
strategy to coordinate tasks within each bank group under
BG-level placement. HyPIM’s scheduling is realized as a
runtime-generated instruction stream: the runtime decomposes
each node into multiple stages as fine-grained tasks, and
then issues GU/TU/movement instructions according to our
scheduling strategy, incurring no additional hardware overhead
for scheduling.

1) In-flight scheduling: To mitigate stall bubbles caused by
long-latency transcendental stages, we schedule a hyperbolic
operator over a batch of nodes at the (node, stage) granularity
within a single bank. The runtime maintains a task queue
for each bank and keeps up to MAX_PIPELINE_DEPTH
nodes in flight. It realizes the wavefront schedule as an
instruction stream that interleaves stages across these nodes:
while one node is blocked on a TU request, the runtime con-
tinues issuing GU MAC/movement instructions for other ready
nodes, thereby maximizing GU utilization and overlapping TU
latency and cross-buffer movement.

When a node reaches a transcendental stage, the scheduler
(i) inserts a barrier before moving data from GB to TB (to seal
producer state), (ii) issues a TU request tagged to this bank;
the TU is shared at the channel level and arbitrates among
banks in the same channel, and (iii) immediately rotates to
the next node in the bank’s deque so that nonblocked nodes
keep issuing fast MAC/move stages while the TU drains in
the background. After the TU completes, a barrier is inserted
before moving results from TB back to GB, ensuring that
downstream consumers observe a consistent view. Barriers are
thus aligned with stage boundaries and placed only around
cross-buffer moves.



Fig. 5. Wavefront with a BG-placed GU and a channel-level TU. Within each
bank, nodes advance at the (node, stage) granularity; when a transcendental
stage is reached, barriers are placed around GB–TB moves, a channel-shared
TU request is issued for that bank, and the scheduler proceeds to the next
bank/node while the TU drains.

2) In-bank-group scheduling: While wavefront scheduling
is bank-local, the placement of the GU at the bank-group
(BG) level implies that the four banks within a BG are
traversed sequentially by the GU. Meanwhile, the TU remains
shared at the channel level and services TU requests across
banks in the channel. To respect these scopes, we maintain
a lightweight per-bank context (current node and stage) and
advance banks in a deterministic per-BG order; when a bank
reaches a transcendental stage, we insert the same (node, stage)
barriers around GB and TB moves, tag the TU request to
that bank, and continue advancing the next bank in the BG’s
order while the TU drains. Thus, nonblocked banks in the BG
continue issuing fast MAC/move stages, even though the GU
visits banks sequentially. Fig. 5 shows in-bank and intra-BG
scheduling operating concurrently on the BG-level GU.

IV. EXPERIMENTS

A. Experimental Setup

We evaluate HyPIM using a cycle-accurate simulator modi-
fied from Ramulator2 [21], extended with our PIM instruction
set and support for simulating our hardware design. We
simulate a heterogeneous system combining an NVIDIA A100
GPU and HyPIM, and compare against a GPU-only (A100)
baseline. Following the same methodology as prior work [11],
we estimate GPU execution time based on ideal computation
throughput and memory throughput for a fair comparison to
our simulated architecture. We model an HBM3-PIM system
operating at 5.2 Gb/s with 16 pseudo-channels and 32 banks
per channel, and use this configuration as the PIM-side HBM
setting in all our experiments. For both bank- and bank-group-
level placements, we set MAX_PIPELINE_DEPTH to 8.

We benchmark two representative state-of-the-art hyperbolic
machine learning models: (i) Hypformer [6], a transformer-
based model that replaces all Euclidean projections and at-
tention operations with Lorentz-domain hyperbolic mappings;
(ii) HCNN [5], a convolutional network that performs feature
extraction entirely in the Lorentz model using hyperbolic
convolutions.

We use six datasets for Hypformer: Airport, Cora, Cite-
seer, and PubMed [22] are four small/medium-scale graph
datasets [20]. 20 Newsgroups and Mini-ImageNet represent

TABLE II
AREA AND STATIC POWER BREAKDOWN OF GEMV UNITS AND

TRANSCENDENTAL UNITS IN OUR SYSTEM

Component Area (mm2) Power (mW)

GEMV Unit
Multipliers (16 lanes) 0.004768 0.00232
Adders/reduction tree (16 lanes) 0.004454 0.001488
GEMV buffer 0.0005133 0.0307

Transcendental Unit
FMA 0.000372 0.000181
Exp 0.001428 0.00051
Division 0.002963 0.00136
Sqrt 0.009931 0.0045
Clamp/compare 0.000072 0.000024
Transcendental buffer 0.00280446 0.86617

Bank placement total (512 GU, 8 TU) 5.125 24.650
Bank-group placement total (128 GU, 8 TU) 1.385 11.399

text and image classification tasks without an inherent graph
structure [23], [24]. For HCNN, we evaluate three standard
image recognition datasets—Tiny-ImageNet, CIFAR-100, and
CelebA—which cover medium-scale object recognition and
face-attribute prediction [25]–[27].

B. Area and Power Analysis

All logic components in the GEMV unit (GU) and the
transcendental unit (TU) are described in Verilog and syn-
thesized using the OpenROAD toolchain [28] with a 7 nm
ASAP7 standard-cell library [29]. The GU consists of sixteen
FP16 fused-multiply–add (FMA) lanes and a 16×256-bit local
buffer. The TU integrates SQRT/DIV, CLAMP, FMA, and
EXP units and a 32-KB buffer that holds the inputs and
outputs of TU tasks from all 64 banks in a channel pair. We
use FinCACTI [30] to model the SRAM-based GEMV and
transcendental buffers.

Table II shows the area and power breakdown of GUs
and TUs. Recently published HBM3 implementations [31],
[32] report a DRAM-die area of 120 mm2. Our hyperbolic
extensions introduce less than 6% area overhead relative to a
typical HBM3 die, even with aggressive bank-level placement.
Since the TUs are located on the logic die, we use HotSpot
6.0 to verify that the added power does not cause the DRAM
temperature to exceed 85 ◦C under passive cooling. The total
power density is 4.97 W/cm2 and does not cause thermal
violations according to [33].

Fig. 7 reports the energy consumption of hyperbolic oper-
ations on the PIM and GPU, estimated using the trace-driven
methodology in [9], [11]. We compute total PIM energy by
mapping each PIM instruction to a set of micro-operations
and accumulating their per-operation energy together with
DRAM array and I/O energy based on an HBM power
model. To model DRAM energy, we adopt the ACT/PRE
and RD/WR cell energy values from [34]. Notably, bank-
group-level placement incurs higher energy because data must
traverse the bank-group MUX before GEMV computation,
resulting in a longer and more energy-intensive path than in
bank-level placement. This overhead becomes more significant
in the HCNN model, where hyperbolic operators dominate
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Fig. 6. End-to-end normalized running time for a single inference under four configurations: bank-level GU (BA), bank-level GU with wavefront scheduling
(BA WS), bank-group-level GU (BG), and bank-group-level GU with wavefront scheduling (BG WS). Each bar shows the breakdown of total execution time
into PIM execution, GPU execution, and GPU–PIM communication overhead (COMM).
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Fig. 7. Normalized energy breakdown of hyperbolic operators under the four configurations in Fig. 6.

the workflow. Cross-bank-group movement becomes a major
energy contributor, making bank-level placement substantially
more energy-efficient for hyperbolic workloads.

C. Overall HyPIM Performance

We first evaluate the end-to-end performance of HyPIM
across all datasets and models, including both hyperbolic
and non-hyperbolic layers. Fig. 6 summarizes the overall
speedup of HyPIM over the A100 GPU baseline under four
configurations.

a) Hypformer Speedup: HyPIM achieves a 3–13× over-
all speedup on Hypformer. Citeseer exhibits the largest per-
formance gain among all datasets. Its feature dimensionality
is substantially higher than the others (3703 dimensions for
3327 nodes). On the A100 GPU, hyperbolic kernels become
strongly memory-bound as the input size increases: each
operation repeatedly streams a long feature vector through the
memory hierarchy, and the arithmetic units remain underuti-
lized. HyPIM leverages the high internal bandwidth and in situ
computing capability of HBM-PIM, allowing long feature vec-
tors to be processed entirely within the memory stack without
repeated off-chip transfers. As a result, workloads with large
input dimensionality or broad per-node computation—such
as Citeseer—benefit more substantially, and HyPIM delivers
higher speedup as problem size and memory intensity increase.

b) HCNN Speedup: Compared with Hypformer, HCNN
contains a substantially larger fraction of hyperbolic com-
putation. Each stage repeatedly transforms features between
Euclidean space and the Lorentz model, applies hyperbolic
convolutions, and performs curvature-aware reductions. These

conversions and element-wise nonlinearities occur in every
block and account for a much larger fraction of the total
inference cost than in sequence models. Consequently, HCNN
benefits more from HyPIM because it contains a higher
proportion of hyperbolic kernels.

D. Unit Placement Analysis

We evaluate two unit-placement strategies in HyPIM: as-
signing one GU to each bank versus each bank group. Bank-
level placement provides four times as many GUs as BG-level
placement, but achieves only about 2× higher hyperbolic-
operator performance. Concurrent bank-level GUs contend for
the shared TU, GB–TB path, and pCH issue slots, preventing
ideal 4× scaling. TU requests arrive in bursts as multiple
banks reach transcendental stages simultaneously, creating se-
rialization at the TU. Therefore, bank-level placement remains
faster, whereas BG-level placement provides a more attractive
tradeoff among performance, area, and power.

V. CONCLUSION

This work analyzes the hybrid structure of hyperbolic NNs
and identifies that hyperbolic operators consist of memory-
intensive reductions and transcendental primitives, along with
arithmetic-intensive linear operations. We introduced HyPIM,
a heterogeneous GPU–PIM architecture with GEMV units,
transcendental units, and a hyperbolic-aware data layout and
scheduler. Our evaluation demonstrated that HyPIM achieves
up to 80× operator speedup and 3× end-to-end speedup over
an A100 GPU.
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